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RDBMS - UNIT-I 

INTRODUCTION: 

 

DEFINITION: 

         Database-Management system (DBMS) consists of a collection of interrelated data and set 

of programs to access those data. 

 The collection of data referred to as the database. 

 The primary goal of a DBMS is to provide an environment that is both convenient and 

efficient to use in retrieving and storing database information. 

 

DATABASE SYSTEM APPLICATIONS: 

Databases are widely used. Some applications are: 

 Banking: For customer information, accounts, loans, and banking transactions. 

 Airlines: For reservations and schedule information. Airlines were among the first to use 

databases in a geographically distributed manner. 

 Universities: For student information, course registrations, and grades. 

 Credit card transactions: For purchases on credit cards and generation of monthly 

statements. 

 Telecommunication: For keeping records of calls made, generating monthly bills, 

maintaining balances on prepaid calling cards, and storing information about the 

communication networks. 

 Finance: for storing information about holdings, sales and purchases of financial 

instruments such as stocks and bonds; also for storing real-time market data to enable on-

line trading by customers and automated trading by the firm. 

 Sales: For customer, product, and purchase information. 

 On-line retailers: For sales data noted above plus on-line order tracking, generation of 

recommendation lists, and maintenance of on-line product evaluations.   

 Manufacturing: For management of the supply chain and for tracking production of 

items in factories, inventories of items in warehouses and stores, and orders for items. 

 Human resources: For information about employees, salaries, payroll taxes, benefits, and 

for generation of paychecks. 

 

PURPOSE OF DATABASE SYSTEM:         

 To keep the information on a computer is to store it in permanent system files. 

 To allow users to manipulate the information, the system has a number of application 

programs that manipulate the files, including   

 A program to debit or credit an account. 

 A program to add a new account. 

 A program to find the balance of an account. 

 A program to generate monthly statements. 
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 New applications programs are added to the system as needed arises. 

 Suppose the bank decides to offer checking accounts, the bank creates new permanent 

files that contain information about all the checking accounts maintaining in the bank and 

need to write new application programs. 

 The typical file processing system is supported by a conventional operating system. The 

system stores permanent record in various, files and it needs different application program 

to extract records from and add records to the appropriate files. 

 

THE MAJOR DISADVANTAGES OF THE FILE PROCESSING SYSTEM ARE: 

Data redundancy and inconsistency: 

 Different programmers create the file and application programs. 

 The programs may be written in different formats, languages. So the same information 

may be duplicated in several files. This kind of redundancy leads to higher storage and 

access cost. 

Data isolation: 

           The data are scattered in various files, writing a new application program to retrieve the 

appropriate data is difficult. 

Integrity problem: 

 The data values stored in the database must satisfy types of consistency constraints. 

 Developers add certain constraints in the code. In case of addition of new constraints, 

it becomes difficult to change the program. 

Ex: The balance of an account should never fall below rupees 250. 

 

Atomicity problems: 

 An action or event should happen entirely or it should not done. 

 In case of failure in computer system the data should be restored to the consistent state 

that existed prior to the failure. 

Ex: A is transferring $50 to B, due to system failure; the amount is debited from 

A and not credited in B. This leads to inconsistency of data. 

Data anomalies: 

 Any change in any field value must be correctly made in any places to maintain data 

integrity. 

 Data anomalies may exists in  case of 

 Modification anomalies. 

 Insertion anomalies. 

 Deletion anomalies. 

  

Security problems: 

  Not all the data’s should be accessible by every person. 

Ex: payroll personnel need to see only employee database and should not access the 

information about accounts detail 
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VIEW OF DATA: 

        A DBMS is a collection of interrelated files and a set of programs that allow users to access 

and modify these files. 

 

Data Abstraction:                     

 It must retrieve data efficiently. 

 Many database systems users are not computer trained, developers, hide the 

complexity from users to several levels of abstraction, to simplify user’s interactions 

with the system. 

 

 

The three levels of data abstraction 

Physical level: 

 The lowest level of abstraction describes how the data or actually stored. 

 At the physical level, complex low level data structures are described in detail. 

Logical level: 

 The next higher level of abstraction describes what data are stored in the database, and 

what relationships exist among those data. 

 The entire database is thus described in terms of a small number of relatively simple 

structures. 

 The logical level of abstraction is used by database administrator, who must decide 

what information is to be kept in the database. 

View level: 

 The highest level of abstraction describes only part of the entire database. 

 The users need to access only a part of the database. So that their interaction with the 

system is simplified, the view level of abstraction is defined. 

 The system may provide many views for the same database. 

  EX: A Pascal like language, to declare a record as follows. 

                        Type customer= record 

                                    Customer_name :string; 

                                VIEW LEVEL 

View 1

  

View 2 View n 

Logical level 

Physical level 
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                                    Social_security:string; 

                                    Customer_street:string; 

                                    Customer_city:string; 

                                     End; 

This code defines a new record called customer with three fields. Each field has a name and a 

type associated with it. 

  At the physical level, customer, account or employee record can be described as a 

block of consecutive storage locations. 

  At the logical level, each such record is described by a type definition. 

 At the view level, computer users see a set of application programs the hide details of 

the data types. 

 

Instance and Schemas: 

 The collection of information stored in the database of a particular moment is called an 

instance of the database. 

 The overall design of the database is called the database schema. 

 To declare such variables in a Pascal like language. 

Var customer 1: customer: 

 Variable customer 1 now corresponds to an area of storage containing a customer type 

record. 

 Database systems have several schemas, partitioned into levels of abstraction. 

 

 Physical Schema: At the lowest level. 

 Logical Schema: At the intermediate level.     

     

 Sub Schema: At the highest level. 

 

 Database system support one physical schema, one logical schema and several sub 

schemas. 

 

Data Independence: 

 The ability of modify a schema definition in one level with out affecting a schema 

definition in the next higher level is called data independence. 

 There are 2 levels of data independence. 

 

Physical data independence: 

 It is ability to modify the physical schema with out causing application programs to be 

rewritten. 

 The modification at the physical level is necessary to improve performance. 
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Logical data independence: 

 It is ability to modify the logical schema with out causing application programs to be 

rewritten. 

 Modifications at the logical level are necessary when ever the logical structure of the 

database is altered. 

 Logical data independence is more difficult to achieve than is physical data independence. 

Since application programs are heavily dependent and logical structure of the data. 

 

Data Models: 

 

      The structure of a database is the data model: a collection of conceptual tools for 

describing data, data relationships, data semantics and consistency constraints. A data model 

provides a way to describe the design of a database at the physical, logical and view level. 

There are 4 kinds of data models. 

 

 Relational Model 

 The Entity-Relationship Model                

 Object-Based Data Model 

 Semistructured Data Model 

 

Relational Model: 

 The relational model uses a collection of tables to represent both data and the relationships 

among those data. 

 Each table has multiple columns and each column has a unique name  

 

(Ex) database comprising of 2 tables  

                   One shows bank customers 

                   Other shows the accounts that belongs to those customers 

 

Cust-name  Social-sec num Cus-street Cus-city Acc-no 

Johnson 1001-8909 Alma Palo A-101 

Smith 1002-2345 North Rye A-215 

Johnson 1001-8909 Alma Palo A-201 

Smith 1002-2345 North Rye A-201 

Lindsay 1005-4567 park pit A-222 

 

                        A Sample Relational Database (Customer Details) 
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Acc_no bal 

A-101 500 

A-215 700 

A-201 900 

A-222 700 

 

 

 (Ex) the Johnson has social sec number 1001-8909 lives on Alma in Palo and has two 

account number A-101 with a bal of $500 and A-201 with a bal of $900 

 Note that customer Johnson and smith share account number A-201 

 

The Entity-Relationship model: 

  The entity relationship (E-R) data model is based on a perception of a real world that 

consists of a collection of basic objects called entities and relationship among these objects 

  An entity is a “thing” or “object” in the real world that is distinguishable from other objects 

  (Ex) each person is an entity, entities are described in a database by a set of attributes  

  (Ex) attributes acc-number and bal describe one particular account in a bank. 

  A relationship is an association among several entities 

  (Ex) A depositor relationship associates a customer with each account 

  Mapping cardinalities, which express the number of entities to which another entity can 

be associated via a relationship set. 

  The overall logical structure of a database can be expressed graphically by an E-R 

diagram. 

Rectangle-which represent entity sets 

Ellipses-which represent attributes 

Diamonds-which represent relationships among entity sets 

Lines-which link attributes to entity sets and entity sets to relationships 

 

The Object-Based Model: 

 

 Like the E-R Model, the object-oriented model is based on a collection of objects. An 

object contains values stores in “instance variables “within the object. 

 An object also contains bodies of code that operate on the object. These bodies of code are 

called “methods” 

 Objects that contain the same types of values and the same methods are grouped together 

into “classes”. 

 A Class may be viewed as a type definition for objects. 
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 One object can access the data of another object is by invoking a method of that other 

object this action is called sending a message to the object 

 Object contains instance variables acc-no and balance 

 

Semi structured Data Model: 

         The semistructured data model permits the specification of data where individual data items 

of the same type may have different sets of attributes. The Extensible Markup Language 

(XML) is widely used to represent semistructured data. 

Network-model: 

 Data in the network model are represented by collections of records and relationships 

among data are represented by links, which can be viewed as pointers. 

 The records in the database are organized as collections of arbitrary graphs. 

 

Hierarchical Model: 

 The hierarchical model is similar to the network model in the sense that data and 

relationships among data are represented by records and links. 

 The records are organized as collections of trees rather than arbitrary graphs. 

Differences among the models: 

 The Relational model differs from the network and hierarchical models in that it does 

not use pointers or links. 

 The relational model relates records by the values that they contain. 

 

DATABASE LANGUAGES: 

         A database system provides 2 different types of languages 

                         To specify database schema(DDL) 

                         To express database queries and updates(DML) 

 

Data-definition Languages (DDL) 

 A Database schema is specified by a set of definitions expressed by a special language 

called a data-definition language (DDL)  

 The result of compilation of DDL Statements is a set of tables that is stored in a special 

file is called Data Dictionary (DD) or Data Directory 

 A Data Dictionary is a file that contains metadata that is data about data. 

 The storage structure and access methods used by the database system are specified by a 

set of definitions in a special type of DDL called a Data storage and Definition 

Language. 

 Database systems concentrate on integrity constraints that can be tested with minimal 

overhead:  

Domain Constraints 

Referential Integrity 
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 Assertion 

 Authorization 

Data-Manipulation Language: 

 The data manipulation means 

                                           The retrieval of information stored in the database 

                                           The insertion of new information into the database 

                                          The deletion of information from the database 

 The modification if information stored in the database 

 The goal is to provide efficient human interaction with the system 

 A DML is a language that enables users to access or manipulate data as 

organized by the appropriate model. 

There are 2 types 

 Non-Procedural DMLs OR Declarative DMLs: 

                           It requires a user to specify “what data are needed without specifying how to get 

those data” 

 Procedural DMLs: 

                            It requires a user to specify “what data are needed and  how to get those data” 

 

 A query is a statement requesting the retrieval of information 

 The portion of a DML that involves information retrieval is called a “query language” or 

DML. 

 

TRANSACTION MANAGEMENT: 

 

Several operations on the database form a single logical unit of work. 

ATOMICITY: 

 One account (say A) is debited and another account (say B) is credited 

 Either both  the credit and debit occur or neither occur. The funds transfer must happen it 

is entirely or not at all. 

CONSISTENCY: 

 The value of the sum A+B must be preserved this correctness requirement is called 

“consistency” 

DURABILITY: 

 After the successful execution of a funds transfer, the new values of account A and B must 

persist. this persistency requirement is called “durability” 

TRANSACTION: 

 A transaction is a collection of operations that performs a single logical functions in a 

database application 
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 Each transaction is a unit of both atomicity and consistency. The transactions do not 

violate any database consistency constraints. 

 The Atomicity and Durability properties is the responsibilities of the database system 

itself-the transaction management component. 

 Several transaction update the database concurrently the consistency of data may no longer 

be preserved even though each individual transaction is correct. 

It is responsibility of the concurrency-control manager to control the interaction among the 

concurrency transaction. 

 

DATABASE ARCHITECTURE: 

System structure: 

A database system is partitioned into modules that deal with each of the responsibilities of 

the overall system  

The functional components of a database system can be broadly divided into query 

processor components and storage manager components. 

The query processor components include: 

 

DML Compiler: 

DML compiler which translates DML statements in a query language into low-level 

instructions that the query evaluation engine understands. 

 

Embedded DML Pre-compiler: 

DML Pre-compiler which converts DML Statements embedded in an application program 

to normal procedure calls in the host language. 

DDL Interpreter: 

DDL interpreter which interprets DDL Statements and records them in asset of tables 

containing metadata 
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Query evaluation engine: 

In which executes low-level instructions generated by the DML compiler 

The storage manager components include: 

Authorization and integrity manager: 

In which tests for the satisfaction of integrity constraints and check the authority of users 

to access data. 

Transaction manager 

In which ensures that the database remains in a consistent (correct) state despite system 

failures, and that concurrent transaction executions proceed without conflicting 

File manager: 

In which manages the allocation of space on disk storage and the data structures used to 

represent information stored on disk. 

Buffer manager: 

In which is responsible for fetching data from disk storage into main memory, and 

deciding what data to cache in memory 

Several data structures are required as physical system implementation  

Data files 

 In which store the database itself 
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Data dictionary 

 In which stores metadata about the structure of the database the data dictionary is used 

heavily 

Indices 

In which provides fast access to data items that hold particular values. 

Statistical data 

 In which store statistical information about the data in the database. 

 

Database applications are usually partitioned into two or three parts  

Two-tier architecture 

Three-tier architecture 

 Two tier architecture                                          Threetier architecture

Application 

client 

       application 

Database system 

Database system 

Application 

server 

client 

serve

r 

      user        user 

 network  network 



DATABASE USERS AND ADMINISTRATORS: 

 

 The primary goal of a database system is to provide an environment for retrieving 

information from and storing new information into the database 

 There are 4 different types of database-system users 

 

Naïve users: 

 They are unsophisticated users who interact with the system by invoking one of 

the permanent application programs that have been written previously 

 (Ex)a bank teller (ATM) 

             Application Programmers: 

 The application programmers are computer professionals who interact with the 

system through DML calls which are embedded in a program written in a host 

language(Ex: COBOL ,PL/I,C) 

 These programs are commonly referred to as application programs. 

 (Ex) banking system includes programs that generate payroll checks, the debit 

account, the credit account or that fund between accounts.  

 A special preprocessor called the DML Precompiled   converts the DML calls in 

the host language. 

 There are special types of programming languages that combine control 

structures of Pascal-like languages with control structures   for the manipulation 

of a database object (relations). These languages sometimes called fourth-

generation languages(4GL) 

             Sophisticated users: 

 The users interact with the system without writing programs instead they form 

their requests in a database query language 

 Each such query is submitted to a query processor. 

            Specialized users: 

 They are sophisticated users who write specialized database applications that do 

not fit into the traditional data-processing framework. 

 These applications are computer-aided design Systems(CAD)knowledge based 

and expert systems, systems that store data with complex data types. 

 

Database Administrator  

         The person who has such central control over the system is called the database administrator 

(DBA) 

 The functions of the DBA  includes: 

1. schema definition: 

 The DBA creates the original database schema by writing  a set of definitions 

that is translated by the DDL Compiler to a set of tables that is stored 

permanently in the data dictionary. 

 

 

2. Storage structure and access method definition. 

 The DBA creates appropriate storage structures and access methods by 

writing a set of definitions, which is translated by the data-storage and data-

definition language compiler. 
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3. schema and physical organization modification 

 programmers accomplish the relatively rare modifications either to the 

database schema 

4. granting of authorization for data access 

 The granting of different types of authorization allows the database 

administrator to regulate which parts of the database various users can access. 

5. integrity –constraint specification: 

 The data values stored in the database must satisfy certain consistency 

constraints. 

 The constraint must be specified explicitly by the database administrator 

 

RELATIONAL MODEL 

 

STRUCTURE OF RELATIONAL DATABASES:  

1. A relational database consists of a collection of tables, each of which is assigned a unique 

name. 

2. Each table has a structure similar represented E-R database by tables. 

3. A row in a table is represents a relationship among a set of values since a table is a 

collection of such relationships there is a close correspondence between the concept of 

tables and mathematical concept  of relation from which the relational data model takes 

its name. 

Basic structure: 

 The account table has 3 column headers branch-name, account-number and balance. 

 The terminology of the relational model has headers as attributes each attribute is a set of 

permitted values called the domain of that attribute. 

 (Ex) attribute branch-number the domain is the set of all branch-names. 

 D1 denote this set D2 denote the set of all account-number and D3 the set of all balance. 

 The row of account must consists of a 3 tuple(V1,V2,V3) 

 V1-is a branch-name 

 V2-is an account-number 

 V3-is a balance 

 The account is a subset of D1*D2*D3 

 A table of n attributes must be subset of  

 D1*D2*D3*D4……………..Dn-1*Dn 

 The mathematical terms relation and tuple in place of the terms tables and rows. 

 In account relation there are several tuples the tuple variable t refer to the first tuple of the 

relation 

 t[branch-name]-to denote the value of t on the branch-name attribute 

 t[branch-name] = “Brighton” 

 t[balance]=500 

 t[1]-to denote the value of tuples on the first attribute(branch-name) 

 t[2]-denote account-number ……..so on 

Database schema: 

o database schema, or the logical design of the database and a database instance, which is a 

snapshot of the data in the database at a given instant in time 

o to give a name to a relation schema the lowercase names for relations and names 

beginning with and uppercase letter for relation schemas 
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o In this notation, the Account-schema to denote the relation schema for relation account. 

o Account-schema=(branch-name, account-number, balance) 

o The account is a relation on Account-Schema by Account(Account-schema) 

o A relation schema comprises a list of attributes and their corresponding domains 

o Consider the branch relation 

o Branch-schema = (branch-name, branch-city, asset) 

o Note that the attribute branch-name appears in both branch-schema and Account-schema 

Keys: 

There are 3 types of keys 

Super keys 

Primary keys 

Candidate Keys 

Candidate keys 

o In branch-schema,{branch-name} and {branch-name, branch-city} are both super keys 

{branch-name, branch-city} is not a candidate keys and {branch-name} itself is a super 

key {branch-name} is a candidate keys our purpose serve as a primary key 

o The attribute branch-city is not a super key. since 2 branches in the same city may have 

different names 

o Let R be a relation schema the subset K of R is a super keys  for  R restricting 

consideration to relations r® in which no 2 distinct tuples have the same values on all 

attributes in K that is if t1 and t2 are in r and t1 != t2 then t1[k]!=t2[k]. 

Strong entity set: 

         The primary key of the entity set becomes the primary key of the relation 

Weak entity set: 

         The table and thus the relation, corresponding to a weak entity set includes: 

   The attributes of the weak entity set 

   The primary key of the strong entity set on which the weak entity set 

depends 

Relationship set: 

The union of the primary keys of the related entity sets becomes a superkey of the Relation 

 If the relationship is many-to-many this super key is also the primary key. 

 

Combined tables: 

         The binary many-to-one relationship set from A to B can be represented by a table consisting 

of the attributes of A and attributes of the relationship set 

Multi-valued attributes: 

         A Multi-valued attribute M is represented by a table consisting of the primary key of the 

entity set or relationship set of which M an attribute plus a column C is holding an individual value 

of M. 
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Query Languages: 

 A Query language is a language in which a user requests information from the database 

 Query languages can be categorized as being either procedural or non procedural 

 In a procedural language, the user instructs the system to perform a sequence of 

operations on the database to compute the desired result. 

 In a non procedural language, the user describes the information desired without giving a 

specific procedure for obtaining that information. 

 A complete data-manipulation language includes not only a query language, but also a 

language for database modification. 

 

THE ENTITY RELATIONSHIP MODEL: 

       An entity is a “thing” or “object “in the real world that is distinguishable from all other 

objects. 

 (Ex) each person in an enterprise is an entity social-security number 1001 uniquely 

identifies one particular person in the enterprise. 

 An entity set is a set of entities of the same type that share the same properties or 

attributes 

 Entity sets do not need to be disjoint. An entity is represented by a set of attributes. 

 Attributes are descriptive properties possessed by each member of an entity set. 

 A database include a collection of entity sets each of which contains any number of 

entities of the same type 

 An attribute as used in the E-R Model can be characterized by the following attribute 

types. 

Entity sets: 

 A super key is a set of one or more attributes that taken collectively allows us to identify 

uniquely an entity in the entity set. 

 The social-security attribute of the entity set customer is sufficient to distinguish one 

customer entity from another 

 Social security number is a super key similarly the combination of customer name and 

social security number is a super key for the entity set customer 

 Super keys for which no proper subset is a super key such minimal super keys are called 

“candidate keys”. 

 The social security and “customer-name, customer-street} are candidate keys. 

A key (primary key, candidate key and super key) is a property of the entity set, rather an of the 

individual entities 

Relationship sets: 

 A relationship is an association among several entities 

 For (ex) to define a relationship that associates customer haves with loan L-15 this 

relationship specifies that Hayes is a customer with loan number L-15. 

 a relationship set is a set of relationship of the same type it is a mathematical relation on 

n>/2 entity sets.   { (e1,e2,e3,e4…………en)| e1E1 e2 E2….en  En} 

 where (e1,e2,e3……..en) is a relationship 

 the association between entity sets is referred to as participation that is the entity sets 

E1,E2,E3………En participate in relationship set R 

 A relationship instance in an E-R Schema represents that an association exists between 

the named entities in the real-world enterprise that is being modeled 
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 The same entity set participates in a relationship set more than once in different roles. 

In this type of relationship set which is called a recursive relationship set 

A relationship may also have descriptive attributes  

 

Simple and composite attributes: 

 The attributes have been simple. They are not divided into subparts composite attributes 

can be divided into subparts. 

 (Ex) customer-name could be structured as a composite attribute consisting of first-

name ,middle-name, last-name. 

Single-valued and multi valued attributes: 

 The attributes have specified in our examples all have a single value for a 

particular entity. 

 Instance the loan-number attribute for a only one loan entity refers to only one 

loan number such attributes are said to be “single valued attribute” 

 Any particular employee may have zero, one or more dependents, the different 

employee entities within the entity set will have different numbers of values for the 

dependent-name attribute. This type of attribute is said to be multi valued attribute 

Null attributes: 

 A null value is used when an entity does not have a value for an attribute 

 A particular employee has no dependents the dependent-name value for that 

employee will be null 

 Null can also designate that an attribute value is unknown. 

 Social-security  value for a particular customer is null the value is missing  

Derived attributes: 

 The value for this type of attribute can be derived from the values of other related 

attributes or entities. 

 To derive the value for this attribute by counting the number of loans entities 

associated with that customer. 

 The value for employment-length can be derived from the value for start-date and 

the current –date 

 

Entity-Relationship Diagram: 

The overall logical structure of a database can be expressed graphically by an E-R Diagram. 

 The Diagram consists of the following major components 

 Rectangles, which represent entity sets 

 Ellipses which  represent attributes 

 Diamond ellipses which represent multi valued attributes 

 Dashed ellipses which denote derived attributes 

 Double lines-which indicate total participation of an entity in a relationship set 

 The relationship set may be 

Many –to-many 

One-to-many 

Many-to-many 

One-to-one 
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 To draw either a directed line (-> ) or an undirected(-) between the relationship set and the 

entity set. 

 If a relationship set has also some attributes associated with it then the link  attributes to 

that relationship set 

 Indicate roles in E-R Diagrams by labeling the lines that connect diamonds to rectangles 

 Non binary relationship sets can be specified easily in an E-R Diagram. 

 

  Weak Entity Sets 

 An entity set may not have sufficient attributes to form a primary key such an entity set is 

termed a “weak entity set” 

 An entity set that has a primary key is termed a strong entity set 

 This entity set does not have a primary key it is a weak entity set 

 Weak entity set to be meaningful it must be part of a one-to-many relationship set. 

 This relationship set should have no descriptive attributes since any required attributes can 

be associated with the weak entity set 

 The concept of strong and weak entity sets are related to the existence dependencies 

 A weak entity set does not have a primary key 

 The entity set that depend on one particular strong entity set 

 The discriminator of a weak entity set is a set of attributes that allows this distinction to be 

made 

 The discriminator of a weak entity is also called the “partial key” of the entity set. 

 The primary key of a weak entity set is formed by the primary key of the strong entity set 

on which the weak entity set is existence dependent plus the weak entity’s discriminator. 

 A weak entity set may participate as owner in an identifying relationship with another weak 

entity set. 

E-R Features and its uses 

The extended E-R Features of  

 Specialization 

 Generalization 

Specialization 

 An entity set  may include  sub groupings of entities that are distinct in some way from 

other entities in the set 

 The E-R Model provides a means for representing these distinctive entity groupings 

 An account if further classified as following 

o Savings-account 

o Checking- account 

 Each of these account types is described by a set of attributes that includes all the 

attributes of entity set account plus additional attributes. 

 For (ex) savings-account entities are described further by the attribute interest-rate, 

where as checking-account entities are described further by the attribute overdraft-

amt.the process of designating sub groupings within an entity set is specialization 

 The specialization of an account allows us to distinguish among account based on the 

type of account. 

 An entity set may be specialized by more than one distinguishing feature 

 Specialization is based on the type of account ownership would result in the entity sets 

commercial-account and personal-account 

 When more than one specialization is formed on an entity set,a particular entity may 

belongs to both of the specializations. 
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 To apply specialization repeatedly to refine the design schema 

 The bank may offer following 3 types of checking-account 

o A standard checking 

 An account with a $3.00 monthly service  charge and 25 free checks 

each months. 

o A gold checking: 

 An account that requires a $1000.00 minimum balance pays 2% 

interest 

o A senior checking: 

 An account for customers aged 65 years or older that has no 

monthly service charge. 

 The specialization  of checking –account by account type yields 

 Standard with attribute num-checks 

 Gold with attributes minimum-balance and interest-payment 

 Senior-with attribute D-O-B 

 An E-R  diagram, specialization is depicted by a triangle component labeled ISA 

 The label ISA  stands for “is a “ and represents .(Ex) the savings account “is an” 

account 

 The ISA relationship may also be referred  to as a super class and subclass relationship 

Generalization: 

 The refinement from an initial entity set into successive levels of entity sub grouping 

represents a top-down design process in which distinctions are made explicit. 

 The design process may also proceed in a bottom-up manner 

 The database designer may have first identified a checking-account entity set with the 

attributes                           account-number, balance and overdraft-amount and savings-

account entity set with the attributes acc-number, balance and interest-rate. 

 There are similarities between the checking-account entity set and the savings-account 

entity set in the sense that they have several attributes in common 

 This commonality can be expressed by generalization, which is a containment 

relationship that exists between a higher-level entity set and one or more lower-level entity 

set 

 (Ex) account is the higher-level entity set and savings-account and checking-account 

are lower-level                  entity sets. 

 Higher and lower-level entity sets also may be designated by the terms pf super class 

and subclass 

 The account entity set is the super class of the savings-account and checking-account  

are subclasses 

 Generalization is a simple inversion of specialization 

 Entity representation will be distinguished(specialization) or synthesized 

(generalization) 

 Generalization proceeds from the recognition that a number of entity sets share some 

common features 
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RELATIONAL ALGEBRA 

Introduction about relational algebra: 

 Relational algebra is one of the two formal query languages associated with the relational 

model. Queries in algebra are composed using a collection of operators. 

 A fundamental property is hat every operator in the algebra accepts relation instances as 

arguments and returns a relation instance as the result. 

 A relation algebra expression is recursively defined to be a relation a unary algebra 

operator applied to a single expression, or a binary algebra operator applied to two expressions. 

 The relational algebra is a procedural query language. It consists of a set of operations 

that take one or two relations as input and produce a new relation as their result.   

 Queries in relational algebra are composed using a collection of operators, and each query 

describes a step-by-step procedure for computing the desired answer. The fundamental operations 

of relational algebra are, 

 Select 

 Project 

Selection: 

This operation is used to select the rows/tuple from a relation, which satisfy the given 

condition. It is denoted by Greek letter sigma (σ).  The argument relation is given in parentheses 

following the σ.  

For example, consider the relation EMPLOYEE, 

 

 

 

 

 

 

 

Then the result of the expression σ EID=”E1” (EMPLOYEE)  is, 

      

       

 

 

EID SALARY 

E1 2538 

E4 7891 

E3 1000 

E1 1234 

EID SALARY 

E1 2538 

E1 1234 
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 The selection operator σ specifies the tuple to retain through a selection condition. The 

selection condition is a Boolean combination of terms that have the form attribute op constant or 

attribute1 op attributes2, where op is one of the comparison operators <, <=, =, >, >=, #. 

 

Projection: 

 The projection operator  allows us to extract columns from a relation 

Ex:The expression is  salary(Employee) 

And the result of the expression  is, 

 

 

 

 

 

 

SET OPERATIONS 

Query language is a language in which a user requests information from the database.  

Query language can be categorized as procedural or nonprocedural. In procedural language, the 

user instructs the system to perform a sequence of operations on the database to compute the 

desired result (ex: relational algebra).  In nonprocedural language, the user describes the 

information desired without giving a specific procedure for obtaining that information (ex: 

relational calculus). Also called declarative. 

SET operations are: 

1. Set union 

2. Set intersection  

3. Set difference 

4. Cross product 

Union (U): 

 R U S returns a relation instance containing all tuples that occur in either relation instance 

R or relation instance S (or both). Two relation instances are said to be union-compatible if the 

following conditions hold, 

 They have the same number of the fields. 

 Corresponding fields have the same domains. 

R U S inherits names from R, if the fields of R have names. 

 

Intersection():  

SALARY 

2538 

7891 

1000 

1234 



LOYOLA COLLEGE  
 

III B.SC CS – Depart of CS         Page 23 
 

 

 R   S returns a relation instance containing all tuples that occur in both R and S. The 

relations R and S must be union compatible and the schema of the result is defined to be identical 

to the schema of R. 

 

Set difference:  

Set difference is denoted by minus (-), where R - S returns a relation instance containing all 

tuples that occur in R but not in S. The relations R and S must be union compatible and the schema 

of the result is defined to be identical to the schema of R. 

 

Cross Product:  

This operation is denoted by a cross (X).  We write the Cross product for relation R and S 

as R X S returns a relation instance whose schema consists of all the fields of R followed by all the 

fields of S. This operation is sometimes called Cartesian product. The result of RXS contains one 

tuple < r, s > for each pair of tuples r € R, s € S. 

Example: 

  Fig: Instance S1       S2 

 

Eid Ename age Salary 

21 Mala 21 5000 

22 Meera 25 6000 

24 Ramya 28 7000 

 

R1 

 

 

 

 

The result of the set operations are: 

S1   S2 

 

 

 

 

  S1 U S2           S1-S2 

Eid Ename age salary 

22 Meera 25 6000 

25 Vimala 27 5500 

26 Rakha 22 7500 

24 Ramya 28 7000 

Eid DOJ Service 

21 10/5/2005 3 

25 7/8/2004 2 

Eid Ename Age Salary 

22 Meera 25 6000 

25 Ramya 28 7000 
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S1 X R1 

 

 

 

 

 

 

 

 

 

 

Renaming operator: 

 The use can break a large algebra expression into smaller pieces by giving names to the 

results of sub expressions. 

The rename operator, denoted by the lower-case Greek letter rho ().  The expression is 

P(R(F), E) takes an arbitrary relational algebra expression E and returns an instance of a new 

relation called R. ‘R’ contains the same tuples as E, and same scheme as E, but some fields are 

renamed. For example, consider the relation 

 (C( 1  Eid1, 5  Eid2), S1XR1 )) 

 

ADDITIONAL OPERATORS 

Joins:  
The join operation is one of the most useful operations in relational algebra and the most 

commonly used way to combine information from two or more relations. The join operation is 

used to combine information from two or more relations. Although a join can be defined as a 

cross-product followed by selection and projections. 

There are three types 

 Condition joins 

 Equijoin 

 Natural join 

Eid Ename age salary 

21 Mala 21 5000 

22 Meera 25 6000 

24 Ramya 28 7000 

25 Vimala 27 5500 

26 Rekha 22 7500 

Eid Ename Age Salary 

22 Meera 25 6000 

25 Ramya 28 7000 

Eid Ename age salary Eid DOJ Service 

21 Mala 21 5000 21 10/5/2005 3 

21 Mala 21 5000 25 7/8/2004 2 

22 Meera 25 6000 21 10/5/2005 3 

22 Meera 25 6000 25 7/8/2004 2 

24 Ramya 28 7000 21 10/05/2005 3 

24 Ramya 28 7000 25 7/8/2004 2 
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Condition joins: 

 The operation is defined as, R     S = σc(R X S). Thus    is defined to be a cross product 

followed by a selection. After performing the condition it will do the join operation. It is a 

collection of selection operation & Cartesian product. 

Ex: 

 The result of  S1    S1.eid<R1.eid   R1 

 

 

 

 

Because eid appears in both S1 and R1, the corresponding fields in the result of the cross product 

S1XR1.   

 

Equijoin:  

       When the join operation contains only equalities then the join operation is called equijoin. 

S1.eid=R1.eid, that is equalities between two fields in R and S. The join operation with this 

refinement is called equijoin.  

The result of S1 (s1.eid = r1.eid) R1 

 

 

 

Natural join:  

Natural join is an equijoin in which equalities are specified on all fields having the same 

name in R and S. Here we can omit the condition; generally join condition is a collection of 

equalities on all common fields. 

Division:  

The division operator is useful for expressing certain kinds of queries. Consider two 

relation A and B in which A has exactly two fields x and y and B has just one field y, with the 

same domain as in A. we define the division operation A/B as the set of all x values such that for 

every y value in B, there is tuple <x,y> in A. 

 For example, consider the relations A ,B1, B2 and B3. 

 

                   B1                                               

 

Eid Ename age salary Eid DOJ Service 

21 Mala 21 5000 25 7/8/2004 2 

22 Meera 25 6000 25 7/8/2004 2 

Eid Ename age salary Eid DOJ Service 

21 Mala 21 5000 21 10/5/2005 3 

PNo 

P2 

SNo PNo 

Relatrion  R X S 
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       B2   

 

 

A 

       

  

     B3 

 

    

 

         

A/B1        A/B2     A/B3   

   

      

 

 

 

The division operations id full generality , to consider the case when both x and y are replaced by a 

set of attributes. 

More examples about relational algebra: 

Find the names of sailors who have reserved boat 103. 

Relational algebra query is, name ((σ bid=103 Reserves)    Sailors) 

Find the sids of sailors with age over 20 who have not reserved a red boat. 

            sid(σage > 20 sailors) - sid((σcolor = ‘red’ boats)   reserves   sailors) 

Find the name of sailors who have reserved a red boat.                                                                                                                             

 name ((σcolor=’red’ Boats)     Reserves     Sailors) 

 

 

RELATIONAL CALCULAS 

Introduction: 

S1 P1 

S1 P2 

S1 P3 

S1 P4 

S2 P1 

S2 P2 

S3 P2 

S4 P2 

S4 P4 

PNo 

P2 

P4 

PNo 

P1 

P2 

P4 

SNo 

S1 

S2 

S3 

S4 

SNO 

S1 

S4 

SNo 

S1 
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 Relational calculus is an alternative to relational algebra. Relational calculus has had a big 

influence on the design of commercial query languages such as SQL and especially query by 

example (QBE). 

 The relational calculus is nonprocedural, or declarative, i.e) the user has to specify what 

data are needed without specifying how to get those data. Two types of calculus are, 

 Tuple Relational Calculus 

 Domain Relational Calculus 

Tuple Relational Calculus(TRC): 

 A tuple variable is a variable that takes on tuples of a particular relation schema as values. 

The TRC query has the form {T | P(T)}, where T is a tuple variable and P(T) denotes a formula 

that describes T. The result of this query is the set of all tuples t for which the formula P(T) 

evaluates to true with T=t.  

Example, 

Find the sname, sno and mark1 for student relation and mark1 greater than 75. 

{S|S  student^s.mark1>75} 

Syntax of TRC queries: 

  Let Rel be a relation name, R and S be tuple Variable, a an attribute of R, and b an 

attribute of S. Let op denote a relational operator. An atomic formula in TRC is one of the 

following, 

 R    Rel 

 R.a op S.b 

 R.a op constants, or constant op R.a 

A formula is recursively defined to be one of the following, where p and q are themselves 

formulas, 

 any atomic formula 

 p, p  q, p  q, or p => q 

   R(p(R)), where R is a tuple variable 

   R(p(R)), where R is a tuple variable 

    In the last two clauses above, the quantifiers    and    are said to bind the variable R. a variable 

are said to be free in a formula or sub formula if the formula does not contain an occurrence of a 

qualifier that binds it.  

 A TRC query is defined to be expression of the form {T | P(T) } , where T is the only free 

variable in the formula P. 

Semantics of TRC queries: 

 A query is evaluated on a given instance of the DB. Let each free variable in a formula F be 

bound to a tuple value. F evaluates true if one of the following holds: 

 F is an atomic formula R   Rel, and R is assigned a tuple in the instance of relation Rel. 

 F is a comparison R.a  op S.b, R.a op constant op R.a, and the tuples assigned to R and S have 

field values R.a and S.b that make the comparison true. 
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 F is of the form p, and p is not true; or of the form p  q, and both p and q are true; or of the 

form p  q and one of the them is true, or of the form p   q is true whenever p is true. 

 F is of the form    R(p(R)), and there is some assignment of tuples to the free variables in p(R), 

including the variable R , that makes the formula p(R) true. 

 F is of the form      R(p(R), and there is some assignment of tuples to the free variables in p(R) 

that makes the formula p(R) true . 

Examples for TRC queries, 

1. Find the names and ages of sailors with a rating above 10 

   TRC query is, {P |    S   Sailors ( S.rating > 10    P.name=S.name    P.age=S.age)} 

2. Find the name of sailors who have reserved red boat 

    TRC query is,   

  {P |   S   Sailors   R   Reserves  B  Boats ( R.sid=S.sid     B.bid=R.bid   B.color=’red’    

P.name=S.name} 

3. Find the name of sailors who have reserved all boats 

 TRC query is,  {P | S  Sailors   B   Boats  (   R    Reserves ( S.sid=R.sid   R.bid=B.bid   

P.name=S.name} 

 

DOMAIN RELATIONAL CALCULUS 

 

Domain relational calculus: (DRC):  

 A domain variable is a variable that ranges over the values in the domain of some 

attributes. A DRC query has the form of {<x1,x2,....xn> | p(<x1,x2,.....xn>)}, where each xi is 

either is a domain variable or constant, and p(<x1,x2,.....xn>) denotes a DRC formula. The result 

of this query is the set of all tuple(x1,x2,x3…….xn). Let op denote a relational operator. An 

atomic formula in DRC is one of the following, 

 <x1,x2,…,xn>    Rel, where Rel is a relation with n attributes, each x1,x2,….,xn is either a 

variable or constant. 

 X op Y. 

 X op constant, or constant op X. 

 A formula is recursively defined to be one of the following, where p and q are themselves 

formulas and p(x) denotes a formula in which the variable x appears. 

 Any atomic formula. 

 p, p  q, p  q, or p=>q. 

   X(p(X)), where X is a domain variable. 

 X(p(X)), where X is a domain variable 

 

Examples for DRC queries: 

1. Find all sailors with rating above 7 the DRC query is,  

 { <I,N,T,A> | <I,N,T,A>    Sailors    T > 7} 
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2. Find the name of sailors who have reserved boat 103 the DRC query is 

  { <N> |     I,T,A (<I,N,T,A>   Sailors      Ir,Br,D (<Ir,Br,D>   Reserves   Ir=I   

Br=103))} 

This query can also be written as, {<N> |  I,T,A (<I,N,T,A>   Sailors  D (<I,103,D>   Reserves))} 

 

 

 

 

UNIT: 2 

 

SQL 

  SQL uses a combination of relational-algebra and relational-calculus.  

              We refer to the SQL language as a “query language”.  

 

Background: 

The SQL language has several parts: 

 Data-definition language (DDL). The SQL DDL provides commands for defining relation 

schemas, deleting relations, and modifying relation schemas. 

 Interactive data-manipulation language (DML). The SQL DML includes a query 

language based on both the relational algebra and the tuple relational calculus. It includes 

also commands to insert tuples into, delete tuples from, and modify tuples in the database. 

 View definition. The SQL DDL includes commands for defining views. 

 Transaction control. SQL includes commands for specifying the beginning and ending of 

transactions. 

 Embedded SQL and dynamic SQL. Embedded and dynamic SQL define how SQL 

statements can be embedded within general-purpose programming languages, such as C, 

C++, Java, PL/I, Cobol, Pascal, and Fortran. 

 Integrity. The SQL DDL includes commands for specifying integrity constraints that the 

data stored in the database must satisfy. Updates that violate integrity constraints are 

disallowed. 

 Authorization. The SQL DDL includes commands for specifying access rights to relations 

and views. 

 

 

Basic Structure: 

          The basic structure of an SQL expression consists of three clauses:  

1. select, 

2. from,  

3. where. 

            

 The select clause corresponds to the projection operation of the relational algebra. It is used 

to list the attributes desired in the result of a query. 

 

 The from clause corresponds to the Cartesian-product operation of the relational algebra. It 

lists the relations to be scanned in the evaluation of the expression. 
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 The where clause corresponds to the selection predicate of the relational algebra. It consists 

of a predicate involving attributes of the relations that appear in the from clause. 

 

A typical SQL query has the form 

select A1, A2, . . . , An 

from r1, r2, . . . , rm 

where P 

Here An – attribute, rm – relation, P- predicate 

 

Select Clause: 

 

 The select clause is used to select the attributes from the relation.  

 Duplicate tuples never appear in relations. 

 

      Example: 

              select branch-name from loan 

              select loan-number, branch-name, amount * 100 from loan 

              select * from loan. 

 

 To eliminate the duplicate values we use the keyword distinct after select. 

 

              select distinct branch-name from loan 

we can also avoid the duplicate by using all  keyword 

              select all branch-name from loan 

 

Where clause: 

 

 Where clause is used with the select clause. 

 It is the condition used to check part of the query. 

 Here and, or, not is used instead of ^, V, -   

Example: 

    Select loan-number from loan  

      where branch-name=”perryridge”  

      and amount > 1200 

 select loan-number from loan 

where amount between 9000 and 10000  

 

The From Clause: 

 

 The from clause by itself defines a Cartesian product of the relations in the clause. 

Eg: select customer-name, borrower. loan-number, amount 

            from borrower, loan 

            Where borrower. loan-number = loan. loan-number 
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The Rename Operation: 

 

 It is used to rename both relations and attributes. It uses the as clause, taking the form: 
old-name as new-name 

 
The as clause can appear in both the select and from clauses. For example, if we want the attribute 
name loan-number to be replaced with the 

name loan-id, we can rewrite the preceding query as 
 

select customer-name, borrower. loan-number as loan-id, amount 
from borrower, loan 

where borrower .loan-number = loan. loan-number 
 
 
Tuple Variables: 
 

The as clause is particularly useful in defining the notion of tuple variables, as done in the 
tuple relational calculus. Tuple variables are defined in the from clause by way of the as clause. 

We can write the query “For all customers who have a loan from the bank , find their 
names, loan numbers, and loan amount” as 

 
select customer-name, T.loan-number, S.amount 

from borrower as T, loan as S 

where T.loan-number = S.loan-number 

 

String Operations: 

 

 SQL specifies strings by enclosing them in single quotes, for example,     ’Perryridge’, 

The most commonly used operation on strings is pattern matching using the operator like. 

      We describe patterns by using two special characters: 

            • Percent (%): The % character matches any substring. 

            • Underscore (_): This character matches any character. 

     To illustrate pattern matching, we consider the following examples: 

           • ’Perry%’ matches any string beginning with “Perry”. 

           • ’%idge%’ matches any string containing “idge” as a substring, for example, 

    ’Perryridge’, ’Rock Ridge’, ’Mianus Bridge’, and ’Ridgeway’. 

           • ’_ _ _’ matches any string of exactly three characters. 

           • ’_ _ _%’ matches any string of at least three characters. 

 

Eg: 

“Find the names of all customers whose street address includes the substring     ‘Main’”. 
This query can be written as 

Select customer-name 

from customer 

where customer-street like ’%Main%’ 
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Ordering the Display of Tuples: 

 

The order by clause causes the tuples in the result of a query to appear in sorted order. By 
default, the order by clause lists items in ascending order. To specify the sort order, we may 
specify desc for descending order or asc for ascending order. 
 
Eg:  Select * from loan order by amount desc, loan-number asc 

 

Duplicates: 

 

We can define the duplicate semantics of an SQL query using multiset versions of the 
relational operators. For example, suppose that relations r1with schema (A, B) and r2 with schema 
(C) are the following multisets: 

                            r1= {(1, a), (2, a)} r2= {(2), (3), (3)}+ 

Then ΠB(r1) would be {(a), (a)},  

Whereas ΠB(r1) × r2 would be  {(a, 2), (a, 2), (a, 3), (a, 3), (a, 3), (a, 3)} 

 

Set Operations: 

The SQL operations union, intersect, and except operate on relations and correspond to 

the relational-algebra operations U, ∩, and −. 

 

1. The Union Operation: 

 

To find all customers having a loan, an account, or both at the bank, we write 

            (select customer-name from depositor)  

             union (select customer-name from borrower) 

 

The union operation automatically eliminates duplicates, 

  

If we want to retain all duplicates, we must write union all in place of union: 
 

(select customer-name from depositor) 

             union all (select customer-name from borrower) 

 

 

2. The Intersect Operation 

To find all customers who have both a loan and an account at the bank, we write 

(select distinct customer-name from depositor) 

intersect (select distinct customer-name from borrower) 
 

The intersect operation automatically eliminates duplicates. 
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If we want to retain all duplicates, we must write intersect all in place of intersect: 
 

(select customer-name from depositor) 

intersect all (select customer-name from borrower)  

 

3. The Except Operation: 

To find all customers who have an account but no loan at the bank, we write 

            ( select distinct customer-name from depositor) 

             except (select customer-name from borrower) 

 

If we want to retain all duplicates, we must write except all in place of except: 
 

(select customer-name from depositor) 

except all (select customer-name from borrower) 

 

AGGREGATE OPERATORS 

 Aggregate operations takes collection of a values as input and return a single value as a 

result. The SQL supports five aggregate operations. They are (Let A is a column name), 

 COUNT: The number of values in the A column.  

 SUM: The sum of all values in the A column. 

 AVG: The average of all values in the A column. 

 MAX: The maximum value in the A column.  

 MIN: The minimum value in the A column. 

 

          

 

 

 

 

 

 

1. Find the average of all students. 

 SELECT AVG(S.age) from Student S 

 The average age is 19.4 

 

2. Find the average age of students with age above 20. 

 SELECT ANY (S.age) from student S WHERE S.age>20 

 

SID NAME AGE 

22 Siva 20 

24 Madhu 21 

23 Keerthana 5 

26 Tamil 30 

25 Madhu 21 
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3. Count the number of students. 

 SELECT COUNT (*) FROM STUDENT S 

 This command is used to count the number of rows. 

 Answer is 5 

4. Count the number of different student name. 

 SELECT COUNT (DISTINCT S.name) from student S 

 Answer is 4, because the name madhu is counted twice. 

 

5. Find the names of student who are older than the oldest student with age>20.  

 SELECT S.NAME FROM STUDENT S  

 WHERE S.AGE > (SELECT MAX (S2.AGE) 

             FROM STUDENT S2  

             WHERE S2.GE> 20) 

 The answer is Madhu, Tamil. 

 

GROUP BY and HAVING clause: 

 To apply aggregate operations to each of a number of groups of rows in a relation, where 

the number of groups depends in the relation instance.  

 The aggregate functions also applied to group of set of tuples; we specify this is by 

GROUP BY clause. Tuples with same value on all attributes in the group by clause are placed in 

one group. HAVING clause contains predicates that applied after the formulation of groups.  

  

 SELECT [DISTINCT] selection-list  FROM from-list WHERE qualification 

                             GROUP BY grouping-list HAVING group-qualification. 

Some important points: 

 Select-list in the SELECT clause consists of a list of column names. 

 Grouping-list – This is a collection of rows that agree on the values of columns in 

grouping list. 

 HAVING clause determines whether an answer row is to generated for a given group 

 If GROUP BY is omitted the entire table is regarded as a single group. 

 

Example: 

  

SID SNAME RATING AGE 

22 Siva 7 45 

29 Madhu 1 33 
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Find the age of the youngest student 

who is eligible to vote(at least 18 

years old) for each rating level with atlest two such students. 

SELECT S.rating, MIN(S.age) AS minage  

FROM Student S WHERE S.age >= 18  

GROUP BY S.rating  

HAVING COUNT (*) > 1. 

 

1) The first step is constructing the cross product of tables in the from_list. 

2) The second step is to apply the qualification in the                

3) The third step is to eliminate unwanted     

     WHERE clause s.age>=18                                                                columns   

 

 

 

                                                                                          

 

 

 

 

 

. 

 

 

             

  

4) The next step is to sort the table according to the        5) The fifth step is to apply the group 

qualification 

31 Naveen 8 55 

32 Keerthana 8 25 

58 Venkatesh 10 35 

64 Sankar 7 35 

71 Kalai 10 16 

74 Jothi 9 35 

85 Tamil 3 25 

95 Sahana 3 63 

SID SNAME RATING AGE 

22 Siva 7 45 

29 Madhu 1 33 

31 Naveen 8 55 

32 Keerthana 8 25 

58 Venkatesh 10 35 

64 Sankar 7 35 

74 Jothi 9 35 

85 Tamil 3 25 

95 Sahana 3 63 

RATING AGE 

7 45 

1 33 

8 55 

8 25 

10 35 

7 35 

9 35 

3 25 

3 63 
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   GROUP BY clause to identify the groups.                             in the HAVING clause, that is , the 

condition   

 

           COUNT(*)>1.               

         

  

   

    

    

    

    

                              If the query 

contains DISTINCT in the SELECT clause,  

                        duplicated are eliminated in an additional and 

final step. 

 

             

 

NULL VALUES: 

SQL provides a special column value called null to use in such situation. Use null when the 

column value is either unknown or inapplicable 

Use my student table enter the row < 10, raji, null, 25 

 

 

 

 

 

 

 

 

 

 

1. Comparison using Null values: 

The above table for the comparison rating>8. This comparison should evaluate to the value 

unknown. If we compare two null values using <,>,= and so on. The result is always unknown. 

SQL provides a special comparison operator IS NULL to test whether a column value is Null. 

RATING AGE 

1 33 

3 63 

3 25 

7 45 

7 35 

8 25 

8 55 

9 35 

10 35 

RATING AGE 

3 25 

7 35 

8 25 

SID SNAME RATING AGE 

22 Siva 7 45 

29 Madhu 1 33 

31 Naveen 8 55 

32 Keerthana 8 25 

58 Venkatesh 10 35 

64 Sankar 7 35 

10 raji null 25 



LOYOLA COLLEGE  
 

III B.SC CS – Depart of CS         Page 37 
 

 

Suppose we say rating IS NULL, which would evaluate to true, say rating IS NOT NULL, which 

would evaluate to false. 

 

2. Impact on SQL constructs:  

 WHERE clause eliminates rows for which qualification does not evaluate to true. In the 

presence of null values any row that evaluates to false or unknown is eliminated.   

 If we compare two null values using = the result is unknown. 

3. Outer join: 

The outer join is an extension of the join operation to deal with missing information. It 

contains three types, they are, Left outer join, Right outer join, Full outer join 

Consider the table’s loan and customer, 

 

 

 

 

 

Loan         customer 

Left outer join: 

  It takes all tuples in the left relation that did not match with any tuples in right relation, 

pads the tuples with the null values for all other attributes from the right relation, and adds them to 

the result of natural join. 

Example: 

SELECT * FROM loan NATURAL LEFT OUTER JOIN customer 

The natural keyword specifies that the join condition is equality on all common attribute.  

 

 

 

 

 

Right outer join:  

 It takes all tuples in the right relation that did not match with any tuples in left relation, 

pads the tuples with the null values and adds to the result of natural join. All information from 

right relation is present in the result right outer join.  

Example: 

Branch loan_id Amount 

Madurai 170 3000 

Salem 230 4000 

Tirunelveli 260 1700 

Customer_name Loan_id 

Brintha 170 

Kishore 230 

Deepa 155 

Branch loan_id Amount Customer_name Loan_id 

Madurai 170 3000 Brintha 170 

Salem 230 4000 Kishore 230 

Tirunelveli 260 1700 Null Null 
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SELECT * FROM loan NATURAL RIGHT OUTER JOIN customer 

 

 

 

 

 

Full outer-join: 

  It is a combination of both the above join operations, padding tuples from left relation that 

did not match any form the right relation, as well as tuples from right relation that did not match 

any from left relation, and padding them to the result of the join.  

Example:  

SELECT * FROM loan NATURAL FULL OUTER JOIN customer 

 

 

 

 

 

 

4. Disallowing Null values: 

 We can disallow null values by specifying NOT NULL as part of the fields’ definition.  

Ex, sname char (20) NOT NULL. The primary key is not allowed to take on null values. 

 

NESTED QUERIES 

 A nested query is a query that has another query embedded within it; the embedded query 

is called a sub query. Sub query can sometimes appear in the FROM clause or the HAVING 

clause.  

Ex: 1 

SELECT S.sname 

FROM sailors S 

WHERE S.sid IN(SELECT R.sid FROM Reserves R WHERE R.bid=103) 

 The nested subqury computes the set of sids for sailors who have reserved boat 103. 

Ex: 2 

Find the names of sailors who have reserved a red boat. 

Branch loan_id Amount Customer_name 

Madurai 170 3000 Brintha 

Salem 230 4000 Kishore 

Tirunelveli 155 Null Deepa 

Branch loan_id Amount Customer_name 

Madurai 170 3000 Brintha 

Salem 230 4000 Kishore  

Tirunelveli 260 1700 Null 

Null 155 Null Deepa  
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SELECT S.sname 

FROM sailors S 

WHERE S.sid IN ( SELECT R.sid  

           FROM Reserves R  

                                 WHERE R.bid IN (SELECT B.bid 

            FROM Boats B 

            WHERE B.color=’red’) 

The innermost sub query finds the set of bids of red boats. 

 

VIEWS: 

 

             Any relation that is not part of the logical model, but is made visible to a user as a virtual 
relation, is called a view. It is possible to support a large number of views on top of any given set 
of actual relations. 
 

View Definition: 

We define a view by using the create view statement. To define a view, we must give the 

view a name, and must state the query that computes the view. The form of the create view 

statement is 

 
create view v as <query expression> 
 

where <query expression> is any legal relational-algebra query expression. 
           v is name of the view. 
Eg: 

Consider the view consisting of branches and their customers this view is called               as 
customer. This can be written as 

 
Π branch-name, customer-name (depositor |X| account) 

             U Π branch-name, customer-name (borrower1loan) 
  

Once we have defined a view, we can use the view name to refer to the virtual relation that 

the view generates. 

 
Updates through Views and Null Values: 

 

If we want to see all loan data in the loan relation except loan amount. Let we write branch 

loan as the view name, then we define this view as  

create view loan-branch as Π loan-number, branch-name(loan) 

 

Since we allow a view name to appear wherever a relation name is allowed, we can write: 

                        loan-branch←loan-branch U {(L-37, “Perryridge”)} 

This insertion must be represented by an insertion into the relation loan, since loan is the 
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actual relation from which the database system constructs the view loan-branch. 

However, to insert a tuple into loan, we must have some value for amount. 

 There are two reasonable approaches to dealing with this insertion: 

            •   Reject the insertion, and return an error message to the user. 

            •   Insert a tuple (L-37, “Perryridge”, null) into the loan relation. 

 

 

MODIFICATION OF DATA BASE: 

 

Modification of data base is used to add, remove, or change information in the database. 

 

Deletion: 

 

The deletion operation is used to remove the selected tuples from the database. 

We can delete only whole tuples; we cannot delete values on only particular attributes. 

In relational algebra a deletion is expressed by 
 

R ← r − E 

         Where r is a relation and E is a relational-algebra query. 

    Here are several examples of relational-algebra delete requests: 

 

Delete all of Smith’s account records. 

                          Depositor ← depositor − σ customer-name = “Smith”(depositor) 

            Delete all loans with amount in the range 0 to 50. 

                          Loan ← loan − σamount≥0 and amount≤50 (loan) 

            Delete all accounts at branches located in Needham. 

                          r1←σbranch -city = “Needham”(account1branch) 

                          r2←Πbranch-name, account-number, balance(r1) 

                          account ← account − r2 

 

Insertion: 

To insert data into a relation, we either specify a tuple to be inserted or write a query. 

Whose result is a set of tuples to be inserted 

 

The relational algebra expresses an insertion by 

                    r ← r U E 

Where r is a relation and E is a relational-algebra expression.  

 

Suppose that we wish to insert the fact that Smith has $1200 in account A-973 at the Perry ridge 
branch. We write, 
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                 account ← account U {(A-973, “Perry ridge”, 1200)} 

     depositor ← depositor U {(“Smith”, A-973)} 

 

Updating: 

In certain situations, we may wish to change a value in a tuple without changing all values 

in the tuple. We can use the generalized-projection operator to do this task:  r← ΠF1, 

F2, ,,Fn(r) 

 

Where each Fi is either the i th attribute of r, to illustrate the use of the update operation, 
suppose that interest payments are being made, and that all balances are to be increased by 5 
percent. We write 

account ← Πaccount-number, branch-name, balance ∗1.05(account) 

 

 

Now suppose that accounts with balances over $10,000 receive 6 percent interest, Where as 

all others receive 5 percent. We write 

account ← Π AN,BN, balance ∗1.06(σbalance>10000(account)) 

            U ΠAN, BN balance∗1.05(σbalance≤10000(account)) 

 

     Where the abbreviations AN and BN stand for account-number and branch-name,   
respectively. 
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UNIT:3 

ADVANCE SQL|: 

INTEGRITY CONSTRAINTS 

 

 The Integrity Constraints ensure that changes made to the database by authorized users do not 

result in a loss of data consistency.  

 It provides safeguard against accidental damage to the database. It contains the following 

forms: 

 Key Declarations  Represent the key for a certain attributes 

 Form of a Relationship  It consists of various relationships. (Many-to-Many,             

One-to-Many, One-to-One, Many-to-One) 

 It can be an arbitrary predicate pertaining to the database. The arbitrary predicates may be 

costly to test. It can be tested with minimal overhead.  

 

DOMAIN CONSTRAINTS 

 

 It specifies the set of possible values that may be associated with an attribute. Such constraints 

also prohibit the use of null values for particular attributes. 

 It is the most elementary form of integrity constraint. They are tested easily by the system 

whenever a new data item is entered into the database. 

 It is possible for several attributes to have the same domain.  

Example: The attributes customer-name and employee-name might have the same domain. 

 It is used to test the values inserted in the database and permits us to test queries to ensure the 

comparisons. The attribute domain is similar to variables in programming languages.  

 Many existing system allow only a small number of types of domains. The newer systems, 

particularly object-oriented database systems, offer a rich set of domain types that can be 

extended easily. 

 The check clause permits the schema designer to specify a predicate that must be satisfied by 

any value assigned to a variable whose type is the domain. It also used to restrict a domain to 

not contain any null values. 

Example 1: 

Create domain hourly-wage numeric(5,2) constraint wage-value-test 

check(value>=5.00) 
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 The above example the hourly-wage is declared to be a decimal number with a total of five 

digits, two of which are placed after the decimal point, and the domain has a constraint that 

ensures that the hourly wage is greater than 5.00. 

 The constraint wage-value-test is optional, and is used to give the name wage-value-test to the 

constraints. 

 

Example 2: 

             Create domain a-no number(5) constraint a-no-null-test check(value not null) 

 

Example 3: 

 The domain can be restricted to contain only a specified set of values by using the in clause. 

Create domain a-type char(10) constraint a-type-test check(value 

in(‘checking’,’saving’)) 

 

 

 

REFERENTIAL INTEGRITY 

 

 The Referential-Integrity constraints ensure that a value that appears in one relation for a given 

set of attributes also appears for a certain set of attributes in another relation. This condition is 

called referential integrity. 

 

Basic Concepts: 

 Consider a pair of relations r(R) and s(S), and the natural join r     s. There may be a tuple 

tr in r that does not join with any tuple in s.  

 That is, there is no ts in s such that tr[RS]=ts[RS]. Such tuples are called dangling 

tuples. Not all instances of dangling tuples are undesirable.  

o The attribute branch-name is Account-schema is a foreign key referencing the 

primary key of Branch-schema. 

o The attribute branch-name in Branch-schema is not a foreign key. 

 The foreign key is a set of attributes in a relation schema that forms a primary key for 

another schema. 

 Let r1(R1) and r2(R2) be relations with primary keys k1 and k2 respectively. A subset  of 

R2 is a foreign key referencing k1 in relation r1, if it is required that, for every t2 in r2, there 

must be a tuple t1 in r1 such that t1[k1]=t2[]. The requirements of this form are called 

referential integrity constraints or subset dependencies. 

Referential Integrity in the E-R Model: 

 The Referential Integrity constraints arise frequently. The below figure shows an N-ary 

relationship set R, relating entity sets E1,E2,…, En. 

 
E1 E2 

En 

R 

En-1 
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 Let ki denote the primary key of Ei. The attributes of the relation schema for relationship 

set R include k1Uk2U…Ukn. Each ki in the schema for R is a foreign key that leads to a 

referential-integrity constraint.  

 The source of this constraint is weak entity sets. The relation schema for each weak entity 

set includes a foreign key that leads to a referential-integrity constraint. 

Database Modification: 

 The database modifications can cause violations of referential integrity. Each type of 

database modification to preserve the following referential-integrity constraint: 

         (r2)  k
(r1) 

Insert: 

 If a tuple t2 is inserted into r2, the system must ensure that there is a tuple t1 in r1 such that 

t1[k]=t2[]. That is, 

         t2[]  k
(r1) 

Delete: 

 If a tuple t1 is deleted from r1, the system must compute the set of tuples in r2 that reference 

t1: 

         =t1[k](r2)  

Update: 

 It consists of two cases of updates: updates to the referencing relation (r2), and updates to 

the referenced relation (r1). 

 If a tuple t2 is updated in relation r2, and the update modifies values for the foreign key , 

then a test similar to the insert case is made. Let t2’ denote the new value of tuple t2. The 

system must ensure that  

t2’[]  k
(r1) 

 

 If a tuple t1 is updated in relation r1, and the update modifies values for the primary key(k), 

then a test similar to the delete case is made. The system must compute 

=t1[k](r2) 

           using old value of t1. If this set is not empty, the update is rejected as an error. 

 

Referential Integrity in SQL: 

 The following keys can be specified as the parts of SQL create table statement: 

o Primary Key 

o Unique 

o Foreign Key 

 The primary key clause of the create table statement includes a list of the attributes that 

constitute the primary key. 
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 The unique clause of the create table statement includes a list of the attributes that 

constitute a candidate key. 

 The foreign key clause of the create table statement includes both a list of the attributes 

that constitute the foreign key and the name of the relation referenced by the foreign key. 

Parent Table 

o Create table branch(branch_name varchar(20) primary key, branch_city 

varchar(25), assets number(5));    

Child Table 

o Create table account(account_number varchar(20), branch_name varchar(20) 

references branch(branch_name), balance number(10));    

 

 In the above example represents the parent-child relationship. To insert records in the child 

table, the corresponding records must be located in the parent table. 

 The record in the parent table gets deleted only when the corresponding records are not in 

the child table. With an on delete cascade option the records in the parent is deleted along 

with the records in the child table. 

 The on delete cascade option used in the child table represented as follows: 

Create table account(account_number varchar(20), branch_name varchar(20) 

references branch(branch_name) on delete cascade, balance number(10));    

 

ASSERTIONS 

 An assertion is a predicate expressing a condition that we wish the database always to 

satisfy. The domain constraints and referential-integrity constraints are special forms of 

assertions. 

 The assertions are declarative expressions that state predicates that we require always to be 

true. The assertion in SQL-92 takes the following format: 

o Create assertion <assertion-name> check <predicate>  

 When an assertion is created, the system tests it for validity. If the assertion is valid, then 

any future modification to the database is allowed only if it does not cause that assertion to 

be violated. The testing may introduce a significant amount of overhead if complex 

assertions have been made. 

o Create assertion a1 check  (not exists(select * from branch where(select 

sum(amount) from loan)))  
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TRIGGERS 

 A trigger is a statement that is executed automatically by the system as a side effect of a 

modification to the database.  

 To design a trigger mechanism, meet two requirements: 

o Specify when trigger is to be executed. This is broken into an event that causes 

the trigger to be checked and a condition that must be satisfied for trigger 

execution to preceed. 

o Specify the actions to be taken when the trigger executes. 

Need for Triggers: 

 The triggers are useful mechanism for altering humans or for starting certain task 

automatically when certain conditions are met. 

 The trigger systems cannot usually perform updates outside the database. 

Triggers in SQL: 

 The SQL-based database systems use triggers widely. Each database system implemented 

its own syntax for triggers, leading to incompatibilities.  

Create trigger t1 after update on account  

referencing new row as nrow 

for each row 

when nrow.balance<0 

begin atomic 

 insert into borrower  

  (select c-name,acc-no from depositor where nrow.acc-

no=depositor.acc-no); 

 update account set balance=0 where account.acc-no=nrow.acc-no; 

  end 

 The above trigger definition specifies that trigger is initiated after any update of the relation 

account is executed. 

 The update statement could update multiple tuples of the relation, and the for each row 

clause in the trigger code would then explicitly iterate over each updated row. 

 The referencing new row as clause creates a variable nrow (called transition variable), 

which stores the value of an updated row after the update. 

 The when statement specifies a condition, namely nrow.balance<0. The system executes 

the rest of the trigger body only for tuples that satisfy the condition. 

 The begin atomic…end clause serves to collect multiple SQL statements into a single 

compound statement. The insert statements with the begin…end structure carryout the 

specific tasks of creating new tuples in the borrower relations. 
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 The triggering event and actions can take many forms: 

o The triggering event can be insert or delete, instead of update. 

o For updates, the trigger can specify columns whose updates causes the trigger to 

execute. 

o The referencing old row as clause can be used to create a variable storing the old 

value of an updated or deleted row. The referencing new row as clause can be used 

with inserts in addition to updates. 

o Trigger can be activated before the event (insert/delete/update) instead of after the 

event. 

 

When Not to Use Triggers: 

 There are many good uses for triggers but some uses are best handled by alternative 

techniques. 

Example: 

 In past the system designers used triggers to maintain summary data. They used Triggers 

on insert/delete/update of an employee relation containing salary and dept attributes to 

maintain the total salary of each department. Many database systems today support 

materialized views, which provide a much easier way to maintain summary data. 

 Modern database systems provide built-in-facilities for database replication, making 

triggers unnecessary for replication in most cases. 

 

SECURITY AND AUTHORIZATION 

 The data stored in the database need protection from unauthorized access. 

Security Violations: 

 The database security refers to protection from malicious access. The following are the 

malicious access: 

o Unauthorized reading of data 

o Unauthorized modification of data 

o Unauthorized destruction of data 

 To protect the database, the user take security measures at several levels: 

o Database System: The database-system users may be authorized to access only a 

limited portion of the database. 

o Network: All database systems allow remote access through terminals or networks. 

o Physical: Sites with computer systems must be physically secured against armed or 

surreptitious entry by intruders. 

o Human: Users must be authorized carefully to reduce the chance of any user giving 

access to an intruder in exchange for a bribe or other favors. 
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o Operating Systems: The security within operating system is implemented at 

several levels, ranging from passwords for access to the system to the isolation of 

concurrent processes running within the system. 

Authorization: 

 To assign users for several forms of authorization on parts of the database. 

o Read Authorization allows reading, not modification of data. 

o Insert Authorization allows insertion of new data not modification of existing 

data. 

o Update Authorization allows modification, not allow deletion of data. 

o Delete Authorization allows deletion of data. 

 The above forms of authorization for access to data, we may grant a user authorization to 

modify the database schema: 

o Index Authorization allows the creation and deletion of indices. 

o Resource Authorization allows the creation of new relations. 

o Alteration Authorization allows the addition or deletion of attributes in a relation. 

o Drop Authorization allows the deletion of relations. 

o Delete Authorization allows the deletion of tuples only the relation still exists, but 

it is empty. 

Authorization and Views: 

 A view can hide data simplify the usage of the system and to enhance security. 

 It simplifies the system usage because they restrict the user’s alteration to the data of 

interest. 

 The creation of view does not require resource authorization. A user who creates a view 

does not necessarily receive all privileges on that view. The user cannot be given update 

authorization on a view without having update authorization on the relations used to define 

the view. 

Granting of Privileges: 

 A user who has been granted some form of authorization may be allowed to pass on this 

authorization to other users. The authorization can be revoked at some future time. 

 The passing of authorization from one user to another can be represented by an 

Authorization Graph. Assume that, the database administrator’s grants update 

authorization on loan to users U1, U2, and U3, who turn pass on this authorization to other 

users. 
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                            U1 U4 

  

  U5 

   

        U2    

    U3 

Authorization-Grant Graph 

 The nodes of this graph are the users. The graph includes an edge UiUj if user Ui grants 

update authorization on loan to Uj. The root of graph is the database administrator. 

 The above graph the user U5 is granted authorization by both U1 and U2; U4 is granted 

authorization by only U1. 

 A user has an authorization if and only if there is a path from the root of the authorization 

graph down to the node representing the user.  

 The database administrators to revokes the authorization of user U1. The U4 has 

authorization from U1, that authorization should be revoked as well. 

Notion of Roles: 

 The set of roles is created in the database. Authorizations can be granted to roles, in exactly 

the same fashion as they are granted to individual users. Each database user is granted a set 

of roles that he or she is authorized to perform. 

 Any authorization that can be granted to a user can be granted to a role. Roles are granted 

to users just as authorizations are. 

Audit Trails: 

 Many secure database applications require an audit trail. An audit trail is a long of all 

changes (insert/delete/updates) to the database along with information such as which user 

performed the change and when the change was performed. 

 It aids security in several ways. The bank uses this to trace all the updates performed by 

user, in order to find other incorrect or fraudulent updates. 

 It is possible to create an audit trail by defining appropriate triggers on relation updates. 

The database systems provide built-in mechanisms to create audit trails, which are much 

more convenient to use. 
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AUTHORIZATION IN SQL 

 The SQL language provides powerful mechanisms for defining authorizations.  

Privileges in SQL: 

 The SQL standard includes the privileges delete, insert, select and update. The select 

privilege corresponds to the read privilege. A references privilege that permits a user/role to 

declare foreign keys when creating relations. 

 The SQL data-definition language includes commands to grant and revoke privileges. The 

grant statement is used to confer authorization. The basic form of this statement is: 

     Grant <privilege list> on <relation name or view name> to <user/role list> 

 The privilege list allows the granting of several privileges in one command. The below 

grant statement grants users U1,U2 and U3 select authorization on account relation: 

         Grant select on account to U1,U2,U3 

 The update authorization may be given either on all attributes of the relation or only some. 

The below grant statement gives users U1,U2 and U3 update authorization on the amount 

attribute of the loan relation: 

         Grant update (amount) on loan to U1,U2,U3 

 The SQL references privilege is granted on specific attributes like update privilege. The 

following grant statement allows user U1 to create relations that reference the key branch-

name of the branch relation as a foreign key: 

         Grant references (branch-name) on branch to U1. 

Roles: 

 The privileges of a user or a role consist of  

o All privileges directly granted to the user/roles. 

o All privileges granted to roles that have been granted to the user/role. 

 The roles can be created in SQL: 1999 as follows: 

         Create role teller 

 

 The roles can then be granted privileges like users, the statement are: 

         Grant select on account to teller 

 Roles can be assigned to the users, to some other roles: 

o Grant teller to john 

o Create role manager 

o Grant teller to manager 

o Grant manager to mary 
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The Privilege to Grant Privileges: 

 If we wish to grant a privilege and to allow the recipient to pass the privilege on to other 

users, we append the with grant option clause to the appropriate grant command. 

Grant select on branch to U1 with grant option 

 To revoke an authorization, use the revoke statement. It takes the form almost identical to 

that of grant. 

Revoke <privilege list> on <relation name or view name> from <user/role list> 

[restrict|cascade] 

 To revoke the privileges that we granted previously, by  

o Revoke select on branch from U1,U2,U3. 

o Revoke update (amount) on loan from U1, U2, U3. 

o Revoke references (branch-name) on branch U1. 

 To revoke statement may alternatively specify restrict: 

         Revoke select on branch from U1,U2,U3 restrict 

the system returns an error if there are any revokes, and does not carry out the revoke 

action. 

Other Features: 

 The creator of an object gets all privileges on the object, including the privilege to grant 

privileges to others. 

 The SQL standard specifies the authorization mechanism for the database schema: only one 

owner of the schema can carry out any modification to the schema. 

Limitations of SQL Authorization: 

 The task of authorization falls on the application server; the entire authorization scheme of 

SQL is by passed. The problems are these: 

o The code for checking authorization becomes intermixed with the rest of the 

application code. 

o Implementing authorization through application code, rather than specifying it 

declaratively in SQL, makes it hard to ensure the absence of loopholes.      

 

ENCRYPTION AND AUTHENTICATION 

 The database system not provides sufficient protection for highly sensitive data. The data 

may be stored is encrypted form, through this the user secure the data. 

 It is not possible for encrypted data to be read unless the reader knows how to decipher 

(decrypt) them. It is also forms the basis of good schemas for authenticating user to a 

database. 
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Encryption Techniques: 

 There are vast numbers of techniques for the encryption of data. Simple encryption 

techniques may not provide adequate security it may be easy for an authorized user to 

break the code.  

 Example: The weak encryption technique, consider the substitution of each character with 

the next character in the alphabet. thus, 

                   Perryridge becomes qfsszsjehf     

 A good encryption technique has the following properties: 

o It is relatively simple for authorized users to encrypt and decrypt data. 

o It depends not on the secrecy of the algorithm, but rather on a parameter of the 

algorithm called the encryption key. 

o Its encryption key is extremely different for an intruder to determine. 

 The Data Encryption Standard (DES) was issued in 1977, does both a substitution of 

characters and a rearrangement of their order the basis of an encryption key. 

 The DES was reaffirmed in 1933 this standard is called the Advanced Encryption Standard 

(AES). The Rijndael algorithm was issued 2000 chosen for its significantly stronger level 

of security and its relative ease of implementation on current computer systems as well as 

such devices as smart cards. 

 The public-key encryption is an alternative scheme that avoids some of the problems in 

DES. It is based on two keys; a public key and a private key. 

 

Authentication: 

 It refers to the task of verifying the identity of a person/software connecting to a database. 

The simplest form of authentication consists of a secret password which must be presented 

when a connection is opened to a database. 

 The password-based authentication is used widely by operating system as well as 

databases. A more secure scheme are challenge-response system. The public-key systems 

can be used for encryption in challenge-response systems. 

 The public-key encryption is in digital signatures to verify authenticity of data. This 

signature also serves to ensure nonrepudiation. 
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UNIT: 4 

 

RELATIONAL DATABASE DESIGN 

 

PITFALLS IN RELATIONAL-DATABASE DESIGN 

The undesirable properties that a bad design may have are: 

 Repetition of information 

 Inability to represent certain information 
 

We shall discuss these problems with the help of a modified database design for our 

banking example: In contrast to the relation schema. Suppose the information concerning loans is 

kept in one single relation, lending, which is defined over the relation schema 

Lending-schema = (branch-name, branch-city, assets, customer-name, 

loan-number, amount) 

 

A tuple t in the lending relation has the following intuitive meaning: 

• t[assets] is the asset figure for the branch named t[branch-name]. 

• t[branch-city] is the city in which the branch named t[branch-name] is located. 

• t[loan-number] is the number assigned to a loan made by the branch named t[branch-

name] to the customer named t[customer-name]. 

• t[amount] is the amount of the loan whose number is t[loan-number]. 

 

Suppose that we wish to add a new loan to our database. Say that the loan is made by the 

Perryridge branch to Adams in the amount of $1500. Let the loan-number be L-31. In our design, 

we need a tuple with values on all the attributes of Lending-schema. Thus, we must repeat the asset 

and city data for the Perryridge branch, and must add the tuple 

(Perryridge, Horseneck, 1700000, Adams, L-31, 1500) 

 

Decomposition 

Decompose a relation schema that has many attributes into several schemas with fewer 

attributes. Careless decomposition, however, may lead to another form of bad design. 

Consider an alternative design in which we decompose Lending-schema into the following 

two schemas: 

Branch-customer-schema = (branch-name, branch-city, assets, customer-name) Customer-
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loan-schema = (customer-name, loan-number, amount) 

We construct our new relations branch-customer  

(Branch-customer) and customer-loan (Customer-loan-schema): 

branch-customer = Π branch-name, branch-city, assets, customer-name(lending)                                                          

customer -loan = Π customer-name, loan-number, amount(lending) 

 

FUNCTIONAL DEPENDENCIES 

 The functional dependencies are a generalization of key dependencies. They require that 

the value for a certain set of attributes determines uniquely the value for another set of 

attributes.  

 Using this determine the set of functional dependencies logically implied by a set of F of 

functional dependencies.  

 It represents the constraints on the set of legal relations. The super key represents as 

follows: 

o Let R be a relation schema. A subset of k of R is a superkey of R if, in any legal 

relation r(R), for all pairs t1 and t2 of tuples in r such that t1≠t2, then t1[k]≠t2[k]. 

That is no two tuples in any legal relation r(R) may have the same value on 

attribute set k. 

 The notion of functional dependency generalizes the notion of super key. Let   R and 

R. The functional dependency 

  

holds on R if, in any legal relation r(R), for all pairs of tuples t1 and t2 in r such that t1 

[]≠t2[[]. 

 Using this notation k is a super key of R if K R. That is, k is super key if, whenever 

t1[k]=t2[[k]; it is also the case that t1[R]=t2[[R] (t1=t2) 

o On Branch-Schema  

branch-name  branch-city  

branch-name  assets  

o On Customer-Schema 

customer-name  customer-city 

customer-name  customer-street 

 To use the functional dependencies in two ways: 

o To specify constraints on the set of legal relations. Consider the relation schema R 

that satisfies a set F of functional dependencies, say that F holds on R. 

o If a relation r is legal under a set F of functional dependencies, say that r satisfies 

F. 
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 The functional dependencies are said to be trivial because they are satisfied by all relations.  

 For example, AA is satisfied by all relations involving attribute A.  

 The functional dependency of the form   is trivial if   . 

 

 

Closure of a Set of Functional Dependencies: 

 To determine the set of functional dependencies logically implied by a set of F or 

functional dependencies. This set is called the closure of F. 

 The given relation schema R=(A,B,C,G,H,I) and the set of functional dependencies are: 

o AB 

o AC 

o CGH 

o CGI 

o BI 

 The following functional dependency is logically implied. 

 AH 

 Let F be a set of functional dependencies. The closure of F is the set of all functional 

dependencies logically implied by F.  

 The closure of F is denoted by F+. Given F, compute F+ directly from the formal definition 

of functional dependency.  

 If F were large, this process would be lengthy and difficult. 

 It consists of various techniques.  

 The first technique is based on three axioms or rules of inference for functional 

dependencies.  

 By applying these rules repeatedly find all F+ in given F. The Greek letters (,,,…) for 

set of attributes, and uppercase Roman letters from the beginning of the alphabet for 

individual attributes. Use   to denote U. 

o Reflexivity Rule. If  is a set of attributes and , then  holds. 

o Augmentation Rule. If  holds and  is a set of attributes, then  holds. 

o Transitivity Rule. If  holds  holds, then  holds. 

 The above rules are sound and complete because they do not generate any incorrect 

functional dependencies and for a given set of F of functional dependencies, they allow us 

to generate all F+.  

 This collection of rules is called Armstrong’s axioms. To simplify further use the following 

additional rules: 
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o Union Rule. If  and   holds, then  holds. 

o Decomposition Rule. If   holds, then  holds and   holds. 

o Pseudotransitivity Rule. If  holds and  holds, then  holds. 

Example: 

 Consider the schema R=(A,B,C,G,H,I) and the set F of functional dependencies {AB, 

AC, CGH, CGI, BH}. The list of F+ are: 

o AH (Since AB and BH holds) 

(Apply Transitivity Rule) 

o CGHI (Since CGH and CGI)  

(Apply Union Rule) 

o AGI (Since AC and CGI) 

      (Apply Pseudotransitivity Rule) 

 

Closure of Attribute Sets: 

 Let  be a set of attributes.  

 The set of all attributes functionally determined by  under a set F of functional 

dependencies the closure of  under F, denoted by +.  

 The input is a set F of functional dependencies and the set  of attributes.  

 The output is stored in the variable result. 

result:=  

while(changes to result) do 

    for each functional dependency  in F do 

        begin 

  if result then result:=result U ; 

        end 

Algorithm to compute + the closure of  under F 

Canonical Cover: 

 To reduce the size of a set F of functional dependency without changing the closure.  

 This set is called a canonical cover Fc for F.  

 Any database satisfies the simplified set of functional dependencies will also satisfy the 

original set, and vice versa, since the two sets have the same closure.  

 The simplified set is easier to test. 

 An attribute of a functional dependency is extraneous if we can remove it without changing 

the closure of the set of functional dependencies.  

 The extraneous attributes defined as follows. Consider the set F of functional dependencies 

and the functional dependency   in F. 
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o Attribute A is extraneous in  if A, and F logically implies (F-{})U {-

A) }. 

o Attribute A is extraneous in  if A, and set of functional dependencies                       

(F-{}) U {-( -A)} logically implies F. 

 A canonical cover Fc for F is a set of of dependencies such that F logically implies all 

dependencies in Fc, and Fc logically implies all dependencies in F. The Fc has the following 

properties: 

o No functional dependency in Fc contains an extraneous attribute. 

o Each left side of a functional dependency in Fc is unique. 

 A canonical cover for a set of functional dependencies F can be computed as follows: 

repeat 

   use the union rule to replace any dependencies in F of the form 

 11 and 1 2 with, then 112  

   find a functional dependency  with an extraneous attribute either in  

or in  

   if an extraneous attribute is found, delete it from  

until F does not change 

Example: 

 Consider the set F of functional dependencies on schema (A,B,C) 

o ABC 

o BC 

o AB 

o ABC 

 There are two functional dependencies with the same set of attributes on the left side of the 

arrow: 

o ABC 

o AB 

            Combine these functional dependencies into ABC. 

 A is extraneous in ABC because F logically implies (F-{ABC})U{BC}. 

 C is extraneous in ABC, since ABC is logically implied by AB and BC 

o The canonical cover is  

AB 

BC 

DECOMPOSITION 

 The decomposition refers to the breaking down of one table into multiple tables. Any 

database design process involves decomposition. 
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Roll_number             

Student_nam

e 
Subject_code 

Subject_nam

e 

Marks 

 

Student_nam

e 

 Using this decomposition to minimize the data redundancy. The data redundancy not only 

leads to duplication of data it also has other side effects such as loss of data integrity and 

data consistency. 

 

 

 It consists of the following types: 

o Lossy Decomposition 

o Lossless Decomposition or Non-Lossy Decomposition 

 

Lossy Decomposition:  The loss of information due to decomposition is called lossy 

decomposition. 

Lossless Decomposition: When all information found in the original database is preserved after 

decomposition, call it lossless decomposition or non-lossy decomposition. 

Example: 

 The relation holds information regarding students and the marks they have obtained in an 

examination. It consists of the following columns:  

Examination Table 

Roll_number Student_name Subject_code Subject_name Marks 

101 Kavitha S1 English 80 

101 Kavitha S2 Physics 56 

102 Rupa S1 English 63 

102 Rupa S3 Chemistry 78 

 

 The above table consists of duplicate values, so break the table into two tables. 

 

   Roll_number                                        Student         

   Student_name 

   Subject_code 

   Subject_name      Subject 

   Marks 

    

 

DESIRABLE PROPERTIES OF DECOMPOSITION 

 The functional dependency is critical in formulating database design. The column B is said 

to be functionally dependent on column A if, given A we can precisely determine B. 

 Using the dependencies define the several normal forms that represents “good” database 

designs. 



LOYOLA COLLEGE  
 

III B.SC CS – Depart of CS         Page 59 
 

 

 

Desirable Properties of Decomposition: 

 Consider the following Lending-schema and its attributes: 

o Lending-Schema=(branch-name, branch-city, assets, customer-name,                           

loan-number, amount) 

 The Lending-schema is an example of a bad database design. Decompose the schema into 

the following three relations: 

o Branch-Schema=(branch-name, assets, branch-city) 

o Loan-Schema=(branch-name,loan-number,amount) 

o Borrower-Schema=(customer-name,loan-number) 

 

Lossless-Join Decomposition: 

 Let R be a relation schema, and F be a set of functional dependencies on R. Let R1 and R2 

form a decomposition of R. This decomposition is a lossless-join decomposition of R if at 

least one of the following functional dependencies are in F+: 

o R1  R2  R1 

o R1  R2  R2   

 The decomposition of Lending-schema is a lossless-join decomposition by showing a 

sequence of steps that generate the decomposition. 

Dependency Preservarion: 

 It is another goal of relational-database design. When an update is made to the database, the 

system should be able to check that the update will not create an illegal relation that is one 

that does not satisfy all the given functional dependencies. 

 If the user checks the updates efficiently, we should design relational-database schemas 

that allow update validation without the computation of joins. 

 Let F be a set of functional dependencies on a schema R, and let R1,R2,…,Rn be a 

decomposition of R. The restriction of F to Ri is the set Fi of all functional dependencies in 

F+ that include only attributes of Ri. All functional dependencies in a restriction involve 

attributes of only one relation schemas it is possible to test satisfaction of such a 

dependency by checking only one relation. 

 The decomposition of Lending-Schema is dependency preserving.  

 Each member of the set F of functional dependencies that hold on Lending-Schema, and 

show that each one can be tested in at least one relation in the decomposition. 

o Test the functional dependency: 

 branch-name branch-city  assets 

                        using Branch-Schema=(branch-name, branch-city,assets) 



LOYOLA COLLEGE  
 

III B.SC CS – Depart of CS         Page 60 
 

 

Repetition of Information: 

 The decomposition of Lending-Schema does not suffer from the problem of repetition of 

information.  

 The lack of redundancy exhibited by our decomposition is desirable.  

The degree to which we can achieve this lack of redundancy is represented by several normal 

forms. 

NORMAL FORMS: 

Introduction: 

 Normalization is the process for deciding which attributes should be grouped together in a 

relation. The process of normalization is developed by E.F. Codd. It is a process of building 

database structure to store the data. 

 Normalization is performed as a series of tests on a relation to determine whether it 

satisfies or violates. 

Three normal forms were initially processed namely first, second & third. Next Boyce-Codd 

normal form was introduced by R.Boyce & E.F.Codd. 

 

Properties of Normalized relations: 

 Ideal relations after normalization should have the following properties, so that the 

problems mentioned above do not occur for relations in the ideal normalized form. 

 No data value should be duplicated in different rows unnecessarily; 

 A value must be specified and required for every attribute in a row; 

 Each relation should be self contained, ie., if a row from a relation is deleted, important 

information should not be accidentally lost. 

 When a row is added to a relation other relations in the database should not be affected. 

 A value of an attribute in a tuple may be changed independent of other tuple in the relation 

and other relations. 

 

Types of Normal forms: 

First Normal Form: A relation is said to be in 1NF if every field contains only atomic values, i.e, 

elimination the repeated groups.  

Second Normal Form: the partial functional dependencies have to be removed. (Elimination of 

the redundant data). 

Third normal form: the transitive dependencies have to be removed (eliminate the columns not 

dependencies are removed) 

Boyce-Codd normal form: the remaining anomalies that result from functional dependencies are 

removed. 

Fourth normal form: multi valued dependencies are removed that is isolation of independent 

multiple relationships. 
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 The goal of a relational-database design is to generate a set of relational schemas that allow 

us to store information without unnecessary redundancy and allows us to retrieve 

information easily.  

 One approach is to design schemas that are in an appropriate normal form. 

 

FIRST NORMAL FORMS (Separate the Repeating Group) 

First Normal Form (1NF) sets the very basic rules for an organized database: 

 Eliminate duplicative columns from the same table. 

 Create separate tables for each group of related data and identify each row with a unique 

column (the primary key). 

 A domain is atomic if elements of the domain are considered to be indivisible units. A 

relation schema R is in first normal form (1NF) if the domains of all attributes of R  are 

atomic 

The first rule dictates that we must not duplicate data within the same row of a table. Within 

the database community, this concept is referred to as the atomicity of a table. Tables that comply 

with this rule are said to be atomic. 

First Normal Form satisfies the following five Conditions  

1. There’s no top-to-bottom ordering to the rows 

2. There’s no left-to-right ordering to the columns 

3. There are no duplicate rows 

4. Every row and column intersection contains exactly one value from the applicable domain 

5. All columns are regular.   

Example 

Reg_no In_M Ex_M Total Result YOP 

Tamil 25 54 79 Pass Nov 2008 

English 20 50 70 Pass Nov 2008 

ENV 20 32 52 Pass Nov 2008 

Basic 23 30 53 Pass Apr 2009 

Maths - I 25 35 60 Pass Apr 2008 

 

SECOND NORMAL FORM (Separate the Part Key Dependencies) 

Second normal form (2NF) further addresses the concept of removing duplicative data:  

 Meet all the requirements of the first normal form.  

 Remove subsets of data that apply to multiple rows of a table and place them in separate 

tables.  
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 Create relationships between these new tables and their predecessors through the use of 

foreign keys. 

 These rules can be summarized in a simple statement: 2NF attempts to reduce the amount 

of redundant data in a table by extracting it, placing it in new table(s) and creating 

relationships between those tables.  

 The result is a many-to-one relationship rather than a one-to-many relationship, created 

between the original and the new tables.  

 The new table gets a primary key consisting of a single field.  

 The master table contains a foreign key pointing back to the primary key of the new table.  

 That foreign key is not part of the primary key in the original table. 

 

Example 

Pass Table 

Reg_no In_M Ex_M Total Result YOP 

Tamil 25 54 79 Pass Nov 2008 

English 20 50 70 Pass Nov 2008 

VE  32 32 Pass Nov 2008 

C 23 20 43 Fail Nov 2008 

Maths -II 25 29 54 Fail Nov 2008 

 

Fail Table 

Reg_no In_M Ex_M Total Result YOP 

DLF 23 20 43 Fail Nov 2008 

Maths 25 29 54 Fail Nov 2008 

 

 

 

DEPENDENCY DIAGRAM 

 

 

 

 

 

 

 

Pass Table 

Fail 

Reg_No 

DLF 

Marks 
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BOYCE-CODD NORMAL FORM (BCNF) 

 A table is in Boyce-Codd Normal Form (BCNF) if only determinants in the table are the 

candidate keys. 

 A table is in Boyce-Codd Normal Form (BCNF) if every column, on which some other 

column is fully functionally dependent, is also a candidate for the primary key of the table. 

 One of the more desirable forms is Boyce-Codd Normal Form (BCNF). A relation schema 

R is in BCNF with respect to a set of F of functional dependencies if for all functional 

dependencies in F+ of the form β, where   R, and β  R, at least one of the 

following holds: 

o β is a trivial functional dependencies (β  ) 

o  is a superkey for schema R. 

Example: 

 Consider the school table consisting of three columns: Student, Subject and Teacher. One 

Student can study zero or more Subjects.  

 For a given Student-Subject pair, there is always exactly one Teacher.  

 The many teachers teaching the same Subject (to different students).  

 The one Teacher can teach only one subject. 

 

Student Subject Teacher 

aaa English Meena 

zzz Hindi Kalpana 

xxx English Meena 

 The Student and Subject, find out the Teacher who is teaching that subjects 

o {Student, Subject}  Teacher 

 The Student and a Teacher, find out the Subject that is being taught by the Teacher to the 

Student 

o {Student, Teacher}  Subject 

 The Teacher, find out the subject that the Teacher teaches 

o Teacher Subject 

 

 

Functional Dependency Candidate Key 

{Student, Subject}  Teacher {Student, Subject} 

{Student, Teacher}  Subject {Student, Teacher} 
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Teacher Subject None 

 The three design goals for a relational-database design are: 

o BCNF or 3NF 

o Lossless Join 

o Dependency Preservation 

 

THIRD NORMAL FORM 

 A table is in the Third Normal Form (3NF) if it is in the second normal form and if all non-

key columns in the table depend non-transitively on the entire primary key. 

 A relation schema R is in 3NF with respect to a set F of functional dependencies if, for all 

functional dependencies in F+ of the form β, where   R, and β  R, at least one of  

the following holds: 

o β is a trivial functional dependency. 

o  is a superkey for R. 

o Each attribute A in β- is contained in a candidate key for R. 

Example: 

 Consider the following relation 

         Banker-info-schema = (branch-name, customer-name, banker-name, 

office-number) 

 The functional dependency for this relation schema are 

         banker-name  branch-name office-number 

         customer-name branch-name  banker-name 

 Decompose the Banker-info-schema by using the above functional dependencies. 

         Banker-office-schema = (banker-name, branch-name, office-number) 

         Banker-schema = (customer-name, branch-name, banker-name) 

Comparison of BCNF and 3NF:  

 The 3NF and BCNF are the two normal forms for relational-database schemas.  

 There is an advantage to 3NF: it is always possible to obtain a 3NF design without 

sacrificing a lossless join or dependency preservation. 

 The disadvantage to 3NF is that there is a possibility to use null values to represent some of 

the possible meaningful relationships among data items, and there is a problem of repetition 

of information.  

 The three design goals for a relational-database design are: 

o BCNF 

o Lossless join 

o Dependency Preservation 
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 If all the above three cannot be achieved, then accept 

o 3NF 

o Lossless join 

o Dependency Preservation 

 

FOURTH NORMAL FORM 

Finally, fourth normal form (4NF) has one additional requirement:  

 Meet all the requirements of the third normal form.  

 A relation is in 4NF if it has no multi-valued dependencies. 

 A table must be in 3NF or BCNF with 3NF. 

 Multi-valued dependencies must be transformed into functional dependencies.  

 This implies that one value and not multiple values are dependent on a primary key. 

 Eliminate multiple sets of multiple valued or multi-valued dependencies, sometimes 

described as non-trivial multi-valued dependencies. 

 A multiple valued set is a field containing a comma-delimited list or collections of some 

kind.  

 A collection could be an array of values of the same type. Those multiple values are 

dependent as a whole on the primary key 

Example 

  In B.Sc., Computer Science Marklist two subjects did not have internal marks that mean 

internal marks column left blank. We can separate those subjects in one Table. 

Non- Internal Marks Table 

Reg_no Ex_M Total Result YOP 

VE 32 32 Pass Nov 2008 

EA 40 40 Pass May 2011 

 

  Note: The Subject VE is comes from Second Semester Table and EA subject is from Six  

           Semester.  

 

Multivalued Dependencies: 

 The new form of constraint is multivalued dependency. It is used to define a normal form 

for relation schemas. This normal form called Fourth Normal Form (4NF) is more 

restrictive than BCNF. 

 It do not rule out the existence of certain tuples. They require that other tuples of a certain 

form be present in the relation. The functional dependencies sometimes are referred to as 
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equality-generating dependencies and multivalued dependencies are referred to as tuple-

generating dependencies. 

 Let R be a relation schema and let   R, and β  R. The multivalued dependency 

             >>β  

holds on R if , in any legal relation r(R) , for all pairs of tuples t1 and t2 in r such that  

t1[]=t2[], there   exists tuples t3 and t4 in r such that  

t1[]=t2[]=t3[]=t4[] 

t3[β]=t1β] 

t3[R- β]=t2[R- β] 

t4[β]=t2[β] 

 

Theory of Multivalued Dependencies: 

 Let D denote a set of all functional and multivalued dependencies.  

 The closure of D+ of D is the set of all functional and multivalued dependencies logically 

implied by D.  

 The following rules used for functional and multivalued dependencies are sound and 

complete.  

 

 

Overall Database Design Process  Overall Database Design Process 

 

n We have assumed schema R is given 

o R could have been generated when converting E-R diagram to a set of tables. 

o R could have been a single relation containing all attributes that are of interest 

(called universal relation). 

o Normalization breaks R into smaller relations. 

 R could have been the result of some ad hoc design of relations, which we then test/convert 

to normal form We have assumed schema R is given 

o R could have been generated when converting E-R diagram to a set of tables. 

o R could have been a single relation containing all attributes that are of interest 

(called universal relation). 

o Normalization breaks R into smaller relations. 

 R could have been the result of some ad hoc design of relations, which we then test/convert 

to normal form 

ER Model and Normalization  ER Model and Normalization 
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n When an E-R diagram is carefully designed, identifying all entities correctly, the tables 

generated from the E-R diagram should not need further normalization. 

n However, in a real (imperfect) design there can be FDs from non-key attributes of an entity 

to other attributes of the entity 

n E.g. employee entity with attributes department-number  and department-address, and  an 

FD department-number  department-address 

H Good design would have made department an entity 

n FDs from non-key attributes of a relationship set possible, but rare --- most relationships 

are binary  

n When an E-R diagram is carefully designed, identifying all entities correctly, the tables 

generated from the E-R diagram should not need further normalization. 

n However, in a real (imperfect) design there can be FDs from non-key attributes of an entity 

to other attributes of the entity 

n E.g. employee entity with attributes department-number  and department-address, and  an 

FD department-number  department-address 

H Good design would have made department an entity 

n FDs from non-key attributes of a relationship set possible, but rare --- most relationships 

are binary  

Universal Relation Approach  Universal Relation Approach 

 

 Dangling tuples – Tuples that “disappear” in computing a join. 

o Let r1 (R1), r2 (R2), …., rn (Rn) be a set of relations 

o A tuple r of the relation ri is a dangling tuple if r is not in the relation: 

 Ri (r1      r2      …     rn) 

 The relation r1     r2    …    rn is called a universal relation since it involves all the attributes 

in the “universe” defined by  

 R1  R2  …  Rn  

 If dangling tuples are allowed in the database, instead of decomposing a universal relation, 

we may prefer to synthesize a collection of normal form schemas from a given set of 

attributes. 

Universal Relation Approach  Universal Relation Approach 

 

 Dangling tuples may occur in practical database applications. 

 They represent incomplete information  

 E.g. may want to break up information about loans into: 

 (branch-name, loan-number)   

 (loan-number, amount)  
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 (loan-number, customer-name)  

 Universal relation would require null values, and have dangling tuples 

 Dangling tuples may occur in practical database applications. 

 They represent incomplete information  

 E.g. may want to break up information about loans into: 

 (branch-name, loan-number)   

 (loan-number, amount)  

 (loan-number, customer-name)  

 Universal relation would require null values, and have dangling tuples 

 

 

Denormalization for Performance: 

 

 May want to use non-normalized schema for performance 

 E.g. displaying customer-name along with account-number and balance requires join of 

account with depositor 

 Alternative 1:  Use denormalized relation containing attributes of account as well as 

depositor with all above attributes 

o faster lookup 

o Extra space and extra execution time for updates 

o extra coding work for programmer and possibility of error in extra code 

 Alternative 2: use a materialized view defined as 

          account      depositor 

o Benefits and drawbacks same as above, except no extra coding work for 

programmer and avoids possible errors 

 May want to use non-normalized schema for performance 

 E.g. displaying customer-name along with account-number and balance requires join of 

account with depositor 

 Alternative 1:  Use denormalized relation containing attributes of account as well as 

depositor with all above attributes 

o faster lookup 

o Extra space and extra execution time for updates 

o extra coding work for programmer and possibility of error in extra code 

 Alternative 2: use a materialized view defined as 

          account      depositor 

o Benefits and drawbacks same as above, except no extra coding work for 

programmer and avoids possible err 
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Important Questions 

5 MARKS 

1. What is the use of integrity constraints?  

2. Explain about domain constraints 

3. Write down the format of assertions 

4. Write short notes on triggers 

5. Explain about encryption and authentication 

6. What is the goal of relational-database design?  

7. What is normalization?  

8. List out the pitfalls in relational-database design  

9. Explain about functional dependencies 

10. Discuss about decomposition and its types 

11. Discuss about bcnf with example 

12. Discuss about 3nf 

13. Discuss about fourth normal form 

 

 

10 MARKS 

1. Explain about referential integrity 

2. Explain about security and authorization.  

3. Explain about the mechanism for defining authorizations 

4. Discuss about the desirable properties of decomposition 

5. Discuss about 1nf, 2nf, and 3nf 

 

   

 

 

 

 

 

 

 

 

 

 

 


